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Abstract. Traffic measurement research has focused on various aspects ranging 
from simple packet-based monitoring to sophisticated flow-based measurement 
and analysis.  Especially, most recent research has tried to address limitations 
of simple flow-based monitoring by utilizing payload inspection for 
applications signatures or by identifying target application group based on 
common traffic characteristics.  However, due to highly dynamic nature of the 
development and the use of the Internet applications, individual simple remedy 
such as application signature inspection, dynamic port identification, or traffic 
characterization can’t be sufficient to achieve high precision application-aware 
monitoring.  This is true especially in multi-gigabit high-speed network 
environment. As the Internet has been evolving from free networks to high-
quality business oriented ones, more sophisticated high precision application-
aware traffic measurement is required which takes all the factors mentioned 
above into account.  In this paper, we propose our novel traffic measurement 
methodology to meet such requirements.  We considered scalability, cost-
efficiency, and performance.  
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1   Introduction 

In recent years, traffic measurement and analysis studies have received significant 
attention due to the requirements from various aspects such as SLA monitoring, P2P 
traffic monitoring, and detection of security anomalies, etc.  However, technical 
challenges have been increased simultaneously because of the multi-gigabit link 
speeds, huge traffic volume to measure, and the dynamic characteristics of the current 
and newly emerging Internet applications. 

High speed and volume traffic measurement requires improvements from both 
hardware and software.  Even packet capture in one gigabit speed using a 
commercial NIC (Network Interface Card) causes significant packet losses when 
bursty traffic comes in.  Dedicated special hardware has to be designed to meet such 
high speed and volume measurement requirements.  Major capabilities that have to 
be considered in the hardware are high speed accurate packet processing including 
fragmented packet assembly, filtering, various sampling methods (fixed, probabilistic, 
or flow sampling), wire-speed flow generation, and content inspection.  None of the 
currently available hardware whether it is a card or a standalone device can meet the 



all the requirements mentioned above.  Especially when it has to deal with very high 
speed links such as OC-48 or above.  Most of them can meet the packet header 
processing requirement under normal traffic condition but show performance 
limitations in worst traffic condition, for example, in the case of DOS attack.  PPS 
(Packet per Second) and FPS (Flow per Second) increases abruptly close to the 
theoretical upper limit. 

For the diversity of the current and newly emerging Internet applications, the 
main difficulties come from highly dynamic nature of the development and the use of 
the current Internet applications.  Traditionally, Internet traffic was dominated 
mostly by the client-server type of applications such as WWW, FTP, TELNET, etc.  
However, this characteristic has been changed significantly when new applications 
such as peer-to-peer, streaming, and network game applications were introduced. 
These applications use a range of port numbers or dynamically allocated ones for their 
sub-transactions (e.g., EDONKEY uses 4661, 4662, 4665, 6667 and RTSP streaming 
application allocates a port number dynamically for a stream data transfer).  Some 
Internet applications intentionally use the same port number for malicious purposes, 
e.g., port number 80 for bypassing firewalls.  This means that distinguishing flows 
based on a port number and other header properties is not safe and accurate enough.  

Also since the Internet is asymmetric in nature, an application transaction 
consists of multiple sub-transactions, a series of Requests and Replies, which may 
follow different routing paths.  Accurate flow identification for such a case requires 
distributed monitoring and correlation of sub-transactions which appeared in different 
paths.  Another problem can be caused by packet fragmentation.  IP packet 
fragments, but the first one, do not contain transport layer headers; no port numbers 
are given in such packets although they really are linked with a port. It is, however, 
reported that not a small portion of the Internet backbone traffic is transported in a 
fragmented state[1], and this tendency may deepen because more and more 
encapsulated services, such as IPv6 over IPv4, IPsec, etc., is getting popular.   

In this paper, we propose a novel mechanism to cope with such challenges.  It 
consists of hardware and software methodologies.  For performance and scalability, 
packet inspection, filtering/sampling, traffic anomaly handling, and flow generation 
are all conducted in our novel hardware.  Various traffic analysis including multi-
path correlation and high precision applications recognition is the job of our software.  
We have incorporated the proposed mechanisms into our proof-of-concept system 
called WiseTrafView.  The paper is organized as follows.  Section 2 examines related 
work.  Section 3 and 4 describe our novel hardware and software methodology and 
overall system architecture to meet the above challenges.  A proof-of-concept 
system and deployment experiences are explained in Section 5.  Finally, section 6 
concludes our research and development effort and lists possible future work. 

2   Related Work 

There have been many research and development efforts in the field of traffic 
measurement and analysis for the past decade.  As a result, many tools were 
introduced to meet various objectives such as traffic profiling, traffic engineering, 
attack/intrusion detection, QoS monitoring, and usage-based accounting. CAIDA’s 



OCxmon[2], Tcpdump[3], Ethereal[4], and SPRINT’s IPMon[5] can be used to 
capture full packets and analyze them off-line for the purpose of various traffic 
profiling.  They are per-packet analysis systems.  Cisco’s Netflow[6], CAIDA’s 
CoralReef[7], Flowscan[8], and NetraMet[2] are flow-based traffic analysis systems.  
They capture IP packet header information and compose them into flow records.  
Then various analysis tasks such as traffic profiling, usage-based accounting, and/or 
traffic engineering can be performed either on-line or off-line.   

Per-packet analysis systems typically rely on dedicated special capture hardware.  
DAG card[9] is well-known for this purpose.  Recently SCAMPI project[10] also 
introduced PCI-based capture cards for high speed and volume traffic measurement.  
Objectives of both cards are to capture the packets in real-time for the high speed 
links.  It is claimed that both cards can perform measurement for upto OC-192.  For 
the high precision applications recognition, wire-speed flow generation and payload 
inspection are essential functionality.  However, these are major missing ones to 
them. 

For the recognition of Internet applications, most solutions are targeted for P2P, 
streaming applications identification, or security anomaly detection.  Cisco Systems’ 
NBAR (Network-Based Application Recognition)[11] provides basic application 
recognition facilities embedded in their Internet Operating System (IOS) for the 
purpose of traffic control. Most intrusion detection systems (IDSes) are also equipped 
with basic application recognition modules which usually function on a signature 
matching-basis. For streaming and P2P application identification, Mmdump[12]and 
SM-MON[13] used payload inspection method.  Many other methods for P2P traffic 
characterization [14,15,16] which depend on port number based matching were also 
published.  Cisco’s Service Control Engine (SCE) series[17] and Netintach’s 
Packetlogic[18] provide more general purpose applications recognition solutions.  
These systems, however, exhibit shortcomings of performance, scalability, scope of 
coverage, and accuracy. 

3   Methodology 

In this section, we propose our novel methodology to fulfill the requirements in terms 
of hardware and software. 

3.1  Hardware Methodology 

In comparison with the existing traffic capture cards which were described in the 
section 2, we have designed ours with more strict objectives to meet the above 
requirements: packet captures without loss at upto multi-gigabit speed, lowest CPU 
resource utilization as possible, filtering, packet and flow sampling, deep packet 
inspection, anomaly detection, and flow generation. 

Based on the design, we have developed a series of capture cards: DS-3, Fast 
Ethernet, OC-3 ATM/POS, OC-12 ATM/POS, and Giga Ethernet for the lower and 
medium speeds.  We are also working on a metering system for 2.5 and 10 Gbps 
speeds.  We have decided to develop a standalone system rather than a PCI-type card 
due to various strong requirements we have set.  It can not only capture the packets 
upto 10 Gbps speed without loss but also support wire-speed deep packet inspection 



for applications signature detection, flow sampling, anomaly traffic detection and 
special handling to relieve measurement burden, and, most importantly, flow record 
generation in the hardware.  Our flow record format extends that of the netflow type 
records to support high precision applications analysis. 

As mentioned above, packet capture cards that support upto 10 Gbps link speed 
have been developed.  However, their capability is limited for packet header 
processing level.  Any host system which installs the capture card can’t support its 
wire-speed performance for the analysis work.  Especially, when it comes to flow 
records generation, it represents very limited performance.  It is mainly due to the fact 
that flow creation is usually done at the software level.  In order to catch up with such 
a packet capturing speed, most of time consuming processes have to be pushed into the 
hardware level.  Such attempt hasn’t been tried by any researches before due to its 
high complexity and cost.  It is especially challenging for us that we are trying to 
conduct hardwired flow creation with some extensions to achieve precise applications 
traffic accounting. 
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Fig.1. Metering System Architecture 
 
Fig.1 shows architecture of the proposed metering system to support multi-gigabit 
traffic capture.  It consists of packet capture module, packet capture control interface, 
anomaly traffic management module, flow generation module, and data storage 
export module.  For the consideration of performance, scalability, cost, and 
portability, we have decided to implement it as an ATCA(Advanced Telecom 
Computing Architecture)-based board[19].  Main processing engine is intel IXP2800 
Network Processor (NP) and additional enhancements have been applied to meet our 
requirements. 

Besides these most strict requirements, our system has other value-added 
functionalities.  For scalability purpose, we added packet filtering and sampling 
capabilities.  It supports static, probabilistic, and flow sampling.  And for precise 
application traffic recognition and anomalous traffic detection, we added content 
inspection capability in it.  It supports up to 16 bytes payload searching.   



3.2  Software Methodology 

The novel mechanisms in our traffic measurement and analysis software consist of the 
following four items: general purpose Internet applications traffic classification, 
accurate application accounting, adaptability and expendability for newly emerging 
applications, and auto-detection mechanism of the new applications.   

Most application monitoring systems currently available focus on a specific target 
such as P2P and/or streaming applications identification and security anomaly 
detection.  Of course, there is an appropriate rationale for each effort.  Our initial 
goal is the precise Internet application accounting for charging.  Thus, we have put 
our efforts to come up with a general purpose Internet application identification 
methodology.  Since we are using several novel methods which are described in 
details below to identify most of the popular Internet applications, the accuracy of 
application traffic accounting is much higher in comparison with most other currently 
available monitoring solutions which depend on port to application mapping.  Since 
Internet applications lifecycle is very dynamic, it is very important to design the 
monitoring system to adapt such a characteristic.  We added a run-time configuration 
language for such a purpose.  When a new application appears in the Internet, we 
need to identify it promptly for its monitoring.  Manual detection is very time-
consuming and labor intensive work and thus requires automation.  We are currently 
working on such automation and a preliminary result is explained below.  Our 
software methodology consists mainly of a precise application identification method, 
extensible applications recognition language, and flow definition extension. 

• Precise Applications Classification Method  

Our approach is unique in that we classify the Internet applications into the following 
four distinctive types. We determined the types by observing, test-utilizing, inspecting, 
generalizing, formulating, and classifying more than one hundred major Internet 
applications. We gathered flow and entire packet specimens from four major 
networks including a large-scale campus network, an enterprise network, a major 
Internet exchange point, and an ISP, and at least a week of collections were conducted 
for each test case.  

An application is classified into not only per application level but also per sub-
transaction level within an application.  Each application comprises multiple sub-
transactions such as request, reply, and data transfer.  The objective to classify 
applications into such fine granular levels is to account precise traffic usage and to 
reduce the unknown traffic volume as much as possible.  With this approach, we are 
aiming to identify applications with over 95% accuracy.  Application recognition 
accuracy typically accounts for 20 ~ 40 % only if fixed-port recognition method is 
used. 

 
- Type-FP (Fixed Port-based Recognition Type):  Recognition is performed on the 
basis of a predefined port number to application mapping. Major well known services, 
such as WWW, FTP, SMTP, BGP, etc., and comparatively popular applications using 
registered ports can be simply recognized by this method. There exists, however, a 
rather higher probability of misrecognition due to the current Internet applications 
characteristics as explained before. 

 



- Type-PI (Payload Inspection-based Recognition Type):  Recognition is performed 
on the basis of both port numbers and signatures, a.k.a. patterns, in the application 
PDU (Payload Data Unit). This method produces an effect when two or more 
equivalently influential applications share a registered port number. Any well known 
services or popular applications can also be identified by this method if higher level of 
correctness assurance is required. 

 

- Type-DP (Dynamic Port-based Recognition Type):  Recognition is performed on 
the basis of port numbers obtained by inspecting other flows’ payloads. In the sense of 
payload inspection, this method is similar to type-PI; however, the difference is that, in 
this type, the sought pattern provides a referential hint to identify another flow (a type-
DP flow or an induced flow) that may take place soon after. One of the common type-
DP flow examples is a passive mode FTP.  

 

- Type-RR (Reverse Reference-based Recognition Type):  Recognition is 
performed on the basis of a referential note obtained by recognizing a type-PI flow on 
the other links. We define a reverse flow: When there exists a flow, X, of which 
<src_addr, dst_addr, src_port, dst_port, protocol> is <a, b, x, y, p>, if another flow, Y, 
is specified by (b, a, y, x, p), then Y is a reverse flow of X. The purpose of the type-RR 
method is, thus, to recognize reverse flows of type-PI flows. In most cases, type-RR 
flows are control flows of legitimate TCP connections whose constituting packets 
contain only IP and TCP headers or flows whose constituting packets do not contain 
any distinctive patterns in the payload 

• Extensible Application Recognition Language 

In the section above, we described how to categorize the Internet applications into a 
set of distinctive types.  Another important issue is then how to actually capture and 
analyze the contents of packets based on the above classification criteria.  
Considering highly dynamic nature of the development and the use of Internet 
applications, an adaptive and extensible content filter is essential component. 

For this purpose, we propose an application recognition policy language, 
Application Recognition Configuration Language (ARCL), which succinctly 
describes the way to capture and analyze the contents of packets. The language is 
simple and effective in that the system can be swiftly reconfigured to detect and 
recognize unprecedented or modified applications without the developer’s writing and 
distributing extension modules for processing the newer applications, which usually 
results in fairly long period of shrunk recognition coverage even after detecting and 
analyzing the new applications. 

 
Specifically, an ARCL specifies the following features: 
-  The classes of applications into which each flow is categorized 
- The classes of subgroups of applications into which each packet of a flow is 

categorized 
- The methods and their parameters required to map flows to applications 
- The methods and their parameters required to map packets to subgroups 

 
The basic hierarchy of ARCL semantics and syntax possesses three levels. The 
highest category is an application (application), the next is a representative port 



(port_rep_name), and the last is a subgroup (decision_group). There is a one-to-many 
relationship between a higher and a lower category. The basic concept can be 
explained by an example. Although most WWW services are provided through port 
80, there are still many specific web services that are provided via other ports, such as 
8080. All these representative ports pertain to the application “WWW” and have their 
own distinctive names; port_rep_names – “HTTP” for 80, “HTTP_ALT” for 8080, 
etc. Although a port_rep_name is tightly coupled with a port, the relationship between 
them is not one-to-one, nor fixed; a single port can be used by a number of different 
applications under different representative names. Packets in a flow can further be 
classified into a number of subgroups. For example, an HTTP flow subdivides into 
“HTTP_REQ” packets, “HTTP_REP” packets, ACK packets of HTTP_REP, etc. 
Each of these elementary subgroups constituting the entire context of a flow is a 
decision_group.  The attributes and subsidiary categories of a higher category are 
specified in the corresponding clause whose scope is delimited by a pair of braces. 

• Flow Definition Extension and Application Detection Automation for 
Content-aware Precise Application Analysis 

Once each packet is examined and classified into the right type, captured information 
has to be aggregated into a flow and packet records for an analysis process.  
Typically, flow-based monitoring system generates flow records only.  Our system 
adds packet records and associated payloads which include signature information.  
Note that we are not capturing all packet contents but the ones with application 
signatures only.  Analysis server uses this information for the detailed analysis of 
traffic usage accounting per sub-transaction flow and eventually an aggregated 
application flow.  We decided such an extension because none of the existing flow 
definitions serve our purpose.  These records play a crucial role for the accurate 
application recognition. 

Automated new application detection requires complex processes.  When a new 
application can be known in advance, it is relatively easy to find its signature.  If not, 
then it is getting much harder.  In our system, unknown applications flow records are 
collected separately from the known ones.  Unknown applications port numbers can 
be identified first and extract the flow records related with the unknown port number.  
Protocol interaction and flow correlation processes are applied to find out unknown 
application’s signature.  Currently we are developing analysis tools to automate 
these complex processes. 

4   System Architecture 

Fig. 2 shows an overview of the proposed architecture. Metering system captures 
packets either by an electronic or optical signal splitter.  Upon receiving raw packets 
the Metering system at first filters out non-IP packets. Then, by processing the 
remaining IP packets, it composes flows and generates, in hardware, our extended 
flow records which compactly describe the flow and packet information respectively.  
During the flow composition process, application signature inspection specified in the 
ARCL description is conducted.  As a result, the generated flow records contain flow 
summary information and information on the packets which belong to the flow and 



payload portion of a packet which is matched by the signature.  Our extended flow 
records, then, are sent to the Collector.  It aggregates all the flow records collected 
from the multiple metering systems and export them to the Analysis server in real-
time or store them in the Storage server for near real-time processing.  The Analysis 
server classifies applications based on our classification algorithm and stores the 
result statistics in the DB.  GUI then accesses it for various presentations. 
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Fig. 2. Proposed System Architecture 
 

The Collector is designed to be able to operate on a real-time basis because 
reducing the capture-off period as much as possible is essential in most operational 
cases. The operation of the Server, however, may not be constrained by time. The 
recognition operations can be conducted on a batch basis. Nevertheless, if the 
Metering systems and the Collectors are not too highly aggregated onto a Server and 
the Server possesses enough computing resources, the Server can also perform 
recognition tasks on a real-time basis. For very high-speed links, however, the 
Collectors and the Server may be severely overloaded, and accordingly, the way the 
Collectors and the Server operate must not be tightly coupled.  Thus, our system 
architecture is designed to meet the mentioned requirements. 

Our system can handle the same flow which goes through different measurement 
points.  Each Metering system timestamps packets by GPS and the server which 
receives flow information from multiple Collectors can perform stateful 
classifications based on the accurate timestamps.  Due to the space limitation of the 
paper, we focused our paper from the view point of novel methodology rather than 
system architecture and functional details. 



5   Implementation and Experience 

The proposed requirements and architecture is implemented as a proof-of-concept 
system, called Wise*TrafView.  It has two versions: one for lower and medium speeds 
upto 1 Gbps and the other for higher speed upto 10 Gbps.  The former system has 
been installed and operated on a number of sites including a large scale campus 
network, a medium scale enterprise network (ETRINet), KIX - one of the biggest 
public Internet exchange (IX), and some other ISP’s international 1 Gbps links in 
Korea.  The latter system is under development and the prototype will be available in 
the third quarter of 2006 for the testing. 

For the former, we have implemented intelligent packet capture (IPCAP) cards 
suited for our specific architecture and needs, they include DS-3, FastEthernet, OC-
3/12 ATM/POS, and GigaEthernet Cards.  They are PCI type-II based cards. 
Currently, we verified that cards upto 1Gbps can support wire speed packet capture 
without a single packet loss even for 64 byte IP packets arriving back-to-back. 

In ETRINet, we monitored the most aggregated link which connects ETRINet to 
two major ISPs in Korea via two T3 (45 Mbps) links. The number of Internet users in 
ETRINet reaches around 2,500. Outgoing and incoming traffic is simultaneously fed 
into a Metering system and to a Server from a mirror-enabled Ethernet switch. The 
average profile of the consolidated traffic is 46.52 Mbps, 5.325 Kpps, and 174.1 fps, 
and the peak profile is 148.23 Mbps, 18.242 Kpps, and 1.359 Kfps. Two logical links 
(outgoing and incoming) are monitored by a single metering system.  The Collector 
and the Server platform is composed of dual Pentium-IV CPUs, 2 GB of memory, and 
a 66MHz 64-bit PCI bus respectively. 

By using our IPCAP GigaEthernet cards in ISP’s international link, we have 
observed 0% packet loss on both incoming and outgoing links during the period of 6 
weeks in March and April of 2006. Out-going link has around 200Mbps and incoming 
link has around 180Mpbs traffic utilization.  Successful application recognition ratio 
is around 85% and we are trying to improve the unknown ratio.  We have also tested 
POS OC-3 cards in another major Korean ISP’s international link.  This link was 
fully utilized and extensive system improvement and optimization work has been 
conducted.  Thus, OC-3 card based monitoring system is recently commercialized.  
We are attempting various tests with OC-48 and OC-192 systems until the fourth 
quarter of 2006 and the performance analysis results can be incorporated in the final 
version of this paper. 

6   Conclusion and Future Work 

Due to highly dynamic nature of the development and the use of the current Internet 
applications, accurate application traffic usage accounting in the Internet requires a 
cleverly combined mechanism of per-packet payload inspection, flow-based analysis, 
correlation of associated sub-transaction flows, and wire-speed packet capturing 
performance.  In this paper, we proposed the novel approach to meet such challenges.   

In addition to designing architecture and proposing technical solutions, we have 
embodied them in a series of Wise*TrafView systems. We are satisfied with the initial 
experiences with our systems. 



We have tested our system with upto 1Gbps speed and are currently working for 
enhancing it to support much higher speeds such as OC-48 & OC-192.  It is very 
challenging that this new system shifts major functionality into hardware level.  As 
far as we understand, such attempt hasn’t been made by any researches yet.  We are 
expecting to release our next version by the fourth quarter of 2006.  Although we 
have focused on the usage-based accounting in this paper, it can be utilized in many 
other areas such as traffic profiling and security anomaly detection.  These additional 
capabilities will be explored as our future work as well. 
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